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A B S T R A C T

Everyday speech comprehension involves interpreting overarching themes as they unfold continuously overtime 
and structuring experiences for effective encoding and future recall. Characterizing downstream cognition, 
particularly how the brain perceptually organizes and encodes information, can help elucidate some of the 
mechanisms underlying listening effort. Recent advances in memory research highlight event segmentation, the 
process of identifying distinct events within dynamic environments, as a core mechanism to how we perceive, 
encode, and recall experiences. In the current study, we examine how background noise affects event segmen
tation during speech listening and its downstream effects on memory. Participants listened to and segmented 
narratives presented at varying signal-to-noise ratios (clear, +2 dB SNR, − 4 dB SNR) and subsequently completed 
a free recall task. Increasing background noise reduced segmentation consistency and recall accuracy, indicating 
that challenging acoustics disrupt perceptual organization and encoding; however, listeners continued to identify 
meaningful event boundaries even when intelligibility declined by approximately 30%. Our analyses further 
suggest that segmentation was predominantly anticipatory, with listeners marking event boundaries toward the 
end of an event, suggesting a proactive updating of event models rather than a reaction to a prediction error. 
Additionally, segmentation-recall coupling was strongest under moderate noise, implying that moderate listening 
difficulty may enhance engagement. Ultimately, these findings demonstrate that while the adverse conditions 
impair detailed encoding, the cognitive mechanisms that structure experience remain robust, offering insight 
into how listening effort shapes perception and memory in complex, real-world speech.

1. Introduction

Speech comprehension is an intricate process that relies on the 
ability to decode, organize, and interpret complex auditory signals in 
real time. Auditory information unfolds continuously, requiring lis
teners to integrate acoustic features and contextual information to 
derive meaning. The temporal nature of auditory processing introduces 
unique challenges, particularly in environments where background 
noise or competing sounds are present. Everyday speech often occurs 
under such conditions (Hodgson et al., 2007; Mansour et al., 2021; 
Rusnock & Bush, 2012; Smeds et al., 2015), making comprehension 
effortful due to the additional cognitive resources needed to understand 
speech (Herrmann & Johnsrude, 2020a; Peelle, 2018; Pichora-Fuller 
et al., 2016). Previous works on speech comprehension have often 

relied on the verbatim repetition of disconnected words or sentences 
that lack contextual cues and are not particularly engaging to listeners 
(Alhanbali et al., 2017; M.H. Davis & Johnsrude, 2003; Lunner & 
Sundewall-Thorén, 2007; Wendt et al., 2016; Zekveld et al., 2011). 
Although such designs are useful for capturing speech intelligibility, 
they offer limited insight into how speech is comprehended in everyday 
life amidst background noise. In natural settings, speech often resembles 
narratives where mental representations are rarely verbatim but rather 
reflect the gist across longer stretches of discourse. Indeed, listeners can 
remain absorbed and enjoy listening to continuous speech despite 
missing or mishearing a substantial proportion of words (≥20%, 
Herrmann & Johnsrude, 2020b; Irsik et al., 2022a, 2022b; Yasmin et al., 
2023). Understanding the challenges listeners – particularly older adults 
– face in everyday communication, requires novel approaches beyond 
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disconnected sentences and intelligibility measures. Instead, approaches 
are needed that capture comprehension and free recall of continuous 
speech that reflect natural conversational experience.

Insight into how we manage auditory complexity might come from 
theories of event perception and segmentation. Event segmentation 
theory (EST) proposes that individuals segment continuous experiences 
into meaningful events (Ezzyat & Davachi, 2011; Reynolds et al., 2007; 
Zacks et al., 2007; Zacks & Tversky, 2001). In cognitive psychology, an 
event can be described as an experience that occurs within the human 
scale that an observer perceives as having a beginning and an end 
(Barker, 1963; Barker & Wright, 1954; Dickman, 1963; Zacks et al., 
2001). According to this framework, event models are constructed as 
working memory representations of the current experience, and through 
prior knowledge, are updated in response to prediction and prediction 
error, allowing the system to anticipate how an event likely unfolds 
(Kurby & Zacks, 2018; Zacks et al., 2007). Event models are constructed 
through the interaction between the sensory input and previous expe
riences, extrapolating on future information in real time; however, when 
perceptual details are no longer congruent with the current event model, 
this triggers the subsequent updating of the model in working memory, 
and the previous event is encoded in long-term memory (Boltz, 1992; 
Kurby & Zacks, 2008; Reynolds et al., 2007; Sargent et al., 2013; Zacks 
et al., 2007). Event boundaries mark transitions between episodes, 
scaffolding the organization of experience and supporting downstream 
memory encoding and recall (Kurby & Zacks, 2008; Lee & Chen, 2022; 
Swallow et al., 2009; Zacks et al., 2001). Speech comprehension requires 
listeners to engage in multiple layers of segmentation; however, event 
segmentation is distinct from lexical segmentation – the process of 
parsing continuous speech into individual words – which has been 
extensively studied in the auditory and linguistic sciences (Cutler & 
Butterfield, 1992; Cutler & Norris, 1988; Goh & Wallace, 2018). 
Whereas lexical segmentation operates at the level of individual words, 
event segmentation organizes extended experience into meaningful 
episodes, representing a higher-level cognitive process that is the focus 
of the current research.

Event segmentation has been extensively studied using both visual 
(e.g., silent films, written materials; E.E. Davis & Campbell, 2022; 
Newtson et al., 1977; Newtson & Engquist, 1976; Zacks et al., 2009) and 
audiovisual materials (e.g., films; Baldassano et al., 2017; Barnett et al., 
2024; J. Chen et al., 2017; Lee & Chen, 2022; Speer & Zacks, 2005; Zacks 
et al., 2001), with comparatively fewer studies examining auditory-only 
materials (Burunat et al., 2024; Mei et al., 2024; Michelmann et al., 
2025; Raccah et al., 2023). Across these paradigms, participants typi
cally identify event boundaries during stimulus presentation by marking 
transition between events on paper or via button presses (Newtson, 
1973; Newtson & Engquist, 1976; Zacks et al., 2009). Although event 
processing is inherently a subjective experience (Sargent et al., 2013), it 
has been shown that participants have the tendency to identify bound
aries at similar locations, known as normative boundaries (Newtson et al., 
1977; Sasmita & Swallow, 2022; Zacks et al., 2006). Individuals whose 
segmentation patterns closely align with these normative boundaries 
appear to be attuned to meaningful narrative structure. Such alignment 
has been associated with stronger cognitive abilities (i.e., working 
memory capacity, perceptual speed, etc.) and enhanced memory of 
those events (Kurby & Zacks, 2011; Sargent et al., 2013; Swallow et al., 
2009). The ability to segment in a manner that reflects the shared 
structure of an experience may serve as an index of how effectively in
formation is being encoded and organized into long-term memory.

Although event segmentation has been well-characterized in visual 
and audiovisual contexts, much less is known about how individuals 
segment during naturalistic speech listening (Kumar et al., 2023; 
Michelmann et al., 2021; Zacks et al., 2009). Speech unfolds continu
ously, cannot be revisited, and background sound often requires the 
listener to recruit additional cognitive resources to maintain compre
hension and track unfolding meaning (Baddeley & Hitch, 1974; 
Herrmann & Johnsrude, 2020a; Mattys et al., 2012; Pichora-Fuller et al., 

2016). The increased listening effort may have negative downstream 
consequences on working memory (Mattys et al., 2012; Pichora-Fuller 
et al., 2016; Rönnberg et al., 2013), suggesting a potential pathway 
through which acoustic challenges may influence event segmentation, 
by constraining the cognitive resources which are essential for main
taining and updating event models (Zacks et al., 2007; Zwaan et al., 
1995; Zwaan & Radvansky, 1998). Because event boundaries are crit
ical for structuring memory, segmentation impairments imposed by 
background noise may weaken the representations that support later 
recall – even when individual words are successfully understood.

Crucially, however, the type of recall most relevant in everyday life is 
not a verbatim reproduction of sentences, but rather the ability to 
reconstruct and communicate the gist of what was heard. In real-world 
conversations, successful comprehension may be judged by whether a 
listener can retell information, not whether they can repeat individual 
words exactly. Yet, the free recall of continuous speech, particularly in 
challenging listening conditions, has rarely been examined in the 
hearing sciences. In the current study, we examine how background 
noise impacts the perceptual organization of spoken narratives, with a 
focus on the relationship between event segmentation and memory. 
Based on the event segmentation theory, we expect that more effective 
segmentation will be associated with improved recall of narratives 
content. We further predict that challenging listening conditions may 
disrupt the relationship by reducing comprehension at encoding and 
taxing the cognitive resources required to maintain and update event 
models. Given the novelty of examining event segmentation during 
naturalistic speech listening, several aspects of the present work are 
intentionally exploratory. Specifically, we examine the temporal dy
namics of segmentation responses, including when participants tended 
to identify event boundaries relative to a meaningful narrative transition 
(i.e., normative boundaries), to better characterize how listeners track 
unfolding narratives under varying degrees of acoustic challenge. These 
analyses are intended to generate hypotheses about the mechanisms 
linking listening effort, event model maintenance, and memory encod
ing. To support this investigation, we capitalize on recent advances and 
validations in the use of large language models (LLMs) to support and 
automate analyses that previously required human scoring, including 
the identification of normative event boundaries and the scoring of free 
recall (Herrmann, 2025a; Panela et al., 2025). This promotes a scalable 
approach to studying comprehension and memory in naturalistic para
digms. Ultimately, such insights are essential for developing a compre
hensive understanding of how humans successfully navigate the 
complexities of everyday communication.

2. Methods

2.1. Participants

Thirty-six younger adults participated in the current study (Mage =

23.6, range: 18–34 years, Nfemale = 23, Nmale = 13). The sample size was 
determined based on prior event segmentation research, which has 
demonstrated robust stability in segmentation patterns with similar or 
smaller sample sizes (Sasmita & Swallow, 2022). Six additional partic
ipants were excluded: three due to poor performance on the intelligi
bility task potentially indicating undiagnosed hearing impairments 
(proportion words correct <0.8, normal-hearing younger adults are 
expected to perform near ceiling under clear listing conditions; Irsik 
et al., 2022a; Wilson et al., 2012) and three due to failure to register 
any event boundary responses during the task. Participants were either 
native English speakers or highly proficient English speakers, having 
learned English before age five. All participants reported having no 
known neurological diseases. Participants provided written consent 
prior to the study and received compensation at $10 per 30-min of 
participation or through course credit at the University of Toronto. The 
study was conducted in accordance with the Declaration of Helsinki 
(Version 2004) and the Canadian Tri-Council Policy Statement on 
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Ethical Conduct for Research Involving Humans (TCPS2–2014), and was 
approved by the Research Ethics Board of the Rotman Research Institute 
at Baycrest Academy for Research and Education (REB #23–11). This 
study was not preregistered.

2.2. Stimuli

We used narratives extracted from the official audiobook of Trevor 
Noah's memoir Born a Crime (Noah, 2016). The book highlights his 
experiences growing up during the era of Apartheid in South Africa. 
Each chapter provides a cohesive narrative intended to create an 
absorbing and enjoyable reading experience for the participant. We used 
the following three chapters: Run!, Go Hitler, and My Mother's Life. The 
audiobook chapters were truncated such that each narrative was 
approximately 10 min (~1500 words) while maintaining narrative 
closure. Each chapter served as an independent, self-contained narrative 
with a distinct setting, characters, and progression, such that compre
hension of one chapter did not depend on familiarity with the others. 
Additionally, the chapter Robert, was used as a practice narrative to 
introduce the experimental procedure (~3 min; Fig. 1). Prior to stimulus 
selection, familiarity with the source material was informally assessed 
among potential participants and the book was found to be not widely 
known within our participant pool. Participants were not informed that 
the narratives were drawn from a published memoir prior to completing 
the task.

To investigate the impact of speech masking – a proxy for listening 
effort – on event segmentation patterns and recall accuracy, participants 
were presented with three narratives under distinct listening conditions. 
One of the narratives was presented under clear conditions (i.e., without 
background noise) while the remaining two stories were overlaid with a 
12-talker babble at a signal-to-noise ratio (SNR) of +2 dB and − 4 dB, 
respectively (Bilger et al., 1984; Wilson et al., 2012). Twelve-talker 
babble simulates a crowded environment, but does not allow for the 
identification of individual words (Bilger et al., 1984; Mattys et al., 
2012).

2.3. Experimental procedure

2.3.1. Event boundary identification and recall
The experimental procedure involved participants listening to a 

narrative and identifying event boundaries in real time through button 
presses and subsequently performing a free recall of the narrative. In
structions were presented through three modalities to ensure clarity: 
printed handouts, verbal guidance, and visual cues on a computer screen 
using PsychoPy 2023.2.3 (Peirce et al., 2019). Auditory stimuli were 
presented at a comfortable listening level that was fixed across partici
pants (~70 dB SPL). Participants were informed that the practice block 
would involve listening to the same narrative two times under clear 
speech conditions and that their primary task involved identifying 
events within the narrative. This was designed to familiarize them with 

the task demands prior to introducing degraded listening conditions. 
Specifically, an event was defined as a discrete piece of information 
which could be described as having a clear beginning and an end. To 
demarcate events, participants were instructed to press the spacebar 
whenever they perceived one event concluding and another beginning. 
Importantly, participants were told that there were no objectively cor
rect answers and that responses were subjective, allowing for individual 
variation. Across the two narrative listens, participants were asked to 
identify both small and large event units (Kurby & Zacks, 2011; Swallow 
et al., 2009, 2018; Zacks et al., 2001). In the first listen, they focused on 
the smallest natural and meaningful event units. In the second reading, 
they shifted their attention to larger event units. This dual approach 
aimed to provide participants with a nuanced understanding of narra
tive levels (Kurby & Zacks, 2011; Panela et al., 2025; Swallow et al., 
2009; Zacks et al., 2001) as the main procedure instructed partici
pants to focus solely on the large event units (Panela et al., 2025).

After completing the segmentation task, participants provided a free 
recall of the practice narrative. They were instructed to speak into a 
microphone (Shure SM7B; Steinberg UR22C external sound card) and 
provide as much detail as possible, even if they believed some details 
were insignificant to the narrative progression. The free recall for the 
practice narrative was performed twice. Participants first recalled the 
narrative and once they indicated they were complete, a second screen 
prompted them to add any final details they might have missed in their 
initial recall. This approach during practice helped participants to pro
vide additional information they would have otherwise not reported and 
recognize the depth of recall we were expecting (Karpicke & Roediger, 
2008; Panela et al., 2025; Ratcliff, 1978; Roediger & Butler, 2011; 
Roediger & Karpicke, 2006). They were instructed to provide a full 
recall of all details remembered during the main experimental 
procedures.

Once participants demonstrated an understanding of the tasks, they 
proceeded to the main experiment. Participants listened to the narra
tives and identified event boundaries for each of the three narratives, 
one narrative at the time (i.e., in different blocks with appropriate 
breaks in between). Each of the narratives were presented in one of the 
three listening conditions (i.e., clear, +2 dB SNR, − 4 dB SNR). The order 
and noise conditions in which the three narratives were presented was 
counterbalanced across participants. Unlike the practice task, partici
pants were instructed to focus only on the large event units. The free- 
recall phase immediately followed each narrative segmentation phase. 
They were encouraged to provide exhaustive detail, but unlike the 
practice task, they were only provided one opportunity for recall.

2.3.2. Speech intelligibility assessment
After completing the main experiment, participants performed a 

traditional speech intelligibility task to assess their ability to identify 
spoken words under varying noise conditions (i.e., word report). This 
task served both to characterize participants' speech-in-noise perfor
mance and as a quality-control measure for inclusion in subsequent 
analyses. Thirty sentences were extracted from the audiobook chapter 
Loopholes by Trevor Noah (Noah, 2016). Sentences were randomly 
assigned to one of the three noise conditions used in the main experi
ment (i.e., clear, +2 dB SNR, − 4 dB SNR), with ten sentences per con
dition. The assignment of sentence to noise conditions were randomized 
across participants. Each sentence was presented once, and the order of 
presentation was randomized across participants. Participants were 
instructed to listen carefully and type exactly what they heard into a 
textbox. Typed responses are standard in the speech intelligibility 
literature (Herrmann, 2025b; Irsik et al., 2022a; Pandey & Herrmann, 
2025) and were selected for their compatibility with automated 
scoring. No feedback was provided. Accuracy was later assessed by 
comparing typed responses to the original transcripts using exact string 
matching, typical of previous work in the auditory sciences (Allison, 
2020; Allison et al., 2025; Flanagan, 1972; Herrmann, 2025b; Hustad 
et al., 2015; Irsik et al., 2022a; Kent et al., 1989).

Fig. 1. Experimental Design. Participants initially segmented and recalled a 
short narrative to ensure they understood instructions. Subsequently, they 
listened to three narratives, identifying the largest event units throughout, and 
immediately freely recalled the narratives by speaking into the microphone.
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2.4. Analysis

Analyses are organized to reflect the primary research questions 
regarding the effects of listening effort on event segmentation and 
downstream consequences for narrative recall. While some analyses are 
motivated by prior work and theoretical predications, others are more 
exploratory in nature, including analyses characterizing the temporal 
dynamics of boundary responses and investigating potential mecha
nisms linking segmentation performance and memory. Specifically, we 
first report the elementary effects of background noise on speech intel
ligibility, followed by analyses of event segmentation behaviour, 
including event boundary counts and segmentation agreement. We 
subsequently report analyses of narrative recall, including recall per
formance and temporal organization. Additional novel and exploratory 
analyses examining the precise timing of boundary responses relative to 
normative event boundaries, boundary salience, the relationship be
tween segmentation and recall, and event centrality are reported. Spe
cific analytical methods are described in their respective sections below.

2.4.1. General statistical methodology
Statistical analyses were performed using R 4.4.0 (R Core Team, 

2024). Linear and generalized linear mixed effects models were con
ducted using lme4 (Bates et al., 2015). Linear models were interpreted 
using ANOVA tables through lmerTest (Kuznetsova et al., 2017). Cate
gorical variables were entered using the default factor coding, with 
omnibus F-test used to assess their significance as a predictor. Wald χ2 

tests were conducted for the generalized linear mixed-effects models 
using the car package (Fox & Weisberg, 2019) and effect sizes were 
generated using the effectsize package (Ben-Shachar et al., 2020). Post 
hoc analyses were conducted using emmeans (Lenth, 2024) with Tukey 
adjusted p-values (denoted as pT) and Kenward-Roger approximated 
degrees of freedom (Kenward & Roger, 1997). Exact p-values are re
ported when possible and approximated to common conventions when 
values are subject to computational underflow (i.e., p < .0001).

The random effects structure in the linear mixed effects models was 
tailored to the design of each analysis. For within-subject analyses, we 
included random intercepts for subject and narrative to account for 
variability at both levels. This is noted and justified in the corresponding 
methods sections. We adopted a maximal random effects approach, 
including random slopes where justified by the design and theoretical 
motivation (Barr, 2013; Barr et al., 2013). Models that encountered 
singular fits were subsequently simplified to ensure model stability.

The analyses reported in the current study address multiple related 
research questions across distinct dependent variables, rather than 
testing a single a priori hypothesis. While some analyses are motived by 
prior work and theoretical predictions, others are more exploratory in 
nature. Specific analytical methods are outlined in their respective 
sections below.

2.4.2. Analysis of speech intelligibility data
Speech intelligibility responses were assessed by calculating the 

proportion of correctly identified words (Borrie et al., 2019; Herrmann, 
2025b; Pandey & Herrmann, 2025). Participant response transcripts 
were scored using Autoscore, an open-source R package designed for 
automated scoring of listeners' transcripts (Borrie et al., 2019), using all 
default parameters. Autoscore compares participant transcripts to target 
sentences, applying customizable rules to account for common mis
spellings, grammatical variations, and other acceptable deviations, 
mitigating potential disadvantages for participants with spelling diffi
culties. This analysis yielded a proportion of words correct score for each 
sentence. A linear-mixed effects model was fit using the proportion of 
words correct as the dependent measure, noise conditions as the within- 
subject fixed effect, and a random intercept was included for participant.

2.4.3. Analysis of event segmentation data

2.4.3.1. Number of events boundaries. For each participant, the number 
of identified boundaries were counted for each narrative. To account for 
differences in narrative length, the number of identified boundaries was 
divided by the duration of the corresponding narrative and scaled to a 
per-60 s basis to standardize the comparisons. A linear mixed effects 
model was calculated using the scaled number of events as the depen
dent variable and noise condition (i.e., clear, +2 dB SNR, − 4 dB SNR) as 
the within-subjects factor. Random intercepts were included for 
participant and narrative.

2.4.3.2. Segmentation agreement index. To analyze the degree to which 
participants agreed in their placement of event boundaries, we calcu
lated a segmentation agreement index (Kurby & Zacks, 2011; Sargent 
et al., 2013; Sasmita & Swallow, 2022; Swallow et al., 2018; Zacks 
et al., 2006). For each participant, a binary time series was generated 
over the duration of each narrative at a 0.01-s resolution, marking a one 
at each timepoint where an event boundary was identified and a zero 
otherwise (Sasmita & Swallow, 2022; Zacks et al., 2001, 2006). These 
timeseries were then convolved using a Gaussian kernel with a band
width of five seconds via the ksmooth function from the stats package in 
R (R Core Team, 2024) to accommodate temporal imprecision in re
sponses. This resulted in a timeseries for each narrative/noise condition 
per participant. We employed a leave-one-out approach, calculating the 
Spearman correlation between the participant's timeseries and the 
averaged timeseries across all other participants listening to the same 
story under the same noise conditions (Kurby & Zacks, 2011; Sargent 
et al., 2013; Sasmita & Swallow, 2022; Swallow et al., 2018; Zacks 
et al., 2006). A linear mixed effects model was fit using the agreement 
index as the dependent variable and noise condition as the fixed effect, 
with participant and narrative included as random intercepts.

2.4.3.3. LLM derived normative event boundaries. Although event seg
mentation is a subjective experience, prior research has shown that in
dividuals tend to identify event boundaries at consistent points in a 
narrative — locations referred to as normative boundaries — suggesting 
the presence of shared contextual cues that mark meaningful transitions 
(Newtson & Engquist, 1976; Sasmita & Swallow, 2022; Zacks et al., 
2006).

Although participant-averaged boundary responses are a common 
normative reference in event segmentation research (Barnett et al., 
2024; Sasmita & Swallow, 2022), deriving normative event bound
aries from the same participants whose responses are being analyzes 
would introduce circularity in analyses. LLM-derived event boundaries 
provide an independent reference that avoid this concern, and recent 
work suggests that such boundaries align with human judgments even 
more consistently than humans align with each other (Michelmann 
et al., 2025; Panela et al., 2025). Accordingly, we leveraged OpenAI's 
GPT-4 to identify normative event boundaries for precise time locked 
analyses (Panela, 2025). Specifically, verbatim transcripts of each 
narrative were stripped of formatting, such as paragraph breaks and 
punctuation cues, to minimize bias in segmentation, and were then 
separately submitted to GPT-4 through the application processing 
interface (API) using Python 3.11.5 (van Rossum & Drake, 2010). Using 
a zero-shot prompt (B. Chen et al., 2025) with a temperature parameter 
of 0, GPT-4 was instructed to reproduce the narrative word-for-word and 
segment the narrative into large events (see Michelmann et al., 2025; 
Panela et al., 2025). Each narrative was independently submitted to 
GPT-4 twenty times to account for potential variability in output. From 
these twenty iterations, we computed the number of times a boundary 
was placed at each point in the text. Normative event boundaries were 
defined as the n most frequently identified boundaries, where n was 
equal to the mean number of boundaries produced across the twenty 
iterations for that story (Panela et al., 2025; Sasmita & Swallow, 2022). 
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All identified normative boundaries were located at the end of 
sentences.

Critically, the LLM procedure was used solely to identify which 
sentence transition constituted normative event boundaries. The precise 
temporal reference points used in subsequent analyses – event offset and 
event onset – were defined acoustically via forced alignment and 
therefore reflect objective acoustic landmarks independent of any LLM 
judgement. To obtain the timing of these normative event boundaries in 
the auditory narratives, we used the online implementation of CLARIN's 
forced alignment software (Kisler et al., 2017). The aligner takes a 
verbatim transcript and audio file as input and returns onset times for 
each word in the spoken narrative. Output files were manually 
reviewed, and any misalignments were corrected to ensure accuracy. 
The offset time of the last word preceding and onset time of the first 
word following each LLM-identified boundary was recorded. In addition 
to these boundary timepoints, we computed event centres – the temporal 
midpoint between two consecutive boundaries, rounded to the nearest 
sentence end.

2.4.3.4. Time locked event boundary responses. To examine how back
ground noise affects participants' sensitivity to meaningful narrative 
transitions, we conducted a series of exploratory time locked event 
boundary analyses. These analyses go beyond traditional segmentation 
metrics by examining not only whether participants identified norma
tive event boundaries, but precisely when they did so relative to the 
acoustic structure of the narrative. These analyses addressed three 
questions: (1) whether responses clustered around specific, contextually 
driven transition points in the narrative, (2) whether background noise 
modulated the magnitude of these responses, and (3) whether back
ground noise influenced the timing of boundary detection.

To quantify participants' alignment with normative boundaries, we 
used the LLM identified event boundaries and corresponding event 
centres to compute the proportion of boundary responses that occurred 
temporally near each normative event boundary and event centre. 
Specifically, for each participant, we implemented a sliding window 
approach across a time range from − 10 to +10 s relative to each LLM- 
identified normative boundary and event centre. We calculated the 
number of button presses falling within each 3-s window, shifting the 
window in 0.05-s steps to generate a continuous time-resolved profile. 
For each participant, narrative, and noise condition, the number of 
presses within each window was normalized by the total number of 
normative boundaries, yielding a proportion that reflects the probability 
of identifying an event boundary over time.

Because spoken speech comprises brief pauses and intonational 
breaks between speech segments (Kahng, 2018; Liu et al., 2022; 
Owoicho et al., 2024; Rochester, 1973; Zellner, 1994), the offset of one 
segment (e.g., final word in the sentence) and the onset of the subse
quent segment (e.g., first word in the next sentence) are temporally 
distinct timepoints, separated by a natural inter-sentence pause (Mdura

tion = 1.06 s, SD = 0.33 s, range: 0.54–2.07 s). Specifically, our 
normative event boundaries were defined as the interval between suc
cessive events. This temporal structure, therefore, applies to event 
boundaries and event centres, which coincided with transitions between 
successive sentences. This feature of spoken speech means that partici
pant responses can occupy a different temporal position depending on 
the reference point. For instance, a response occurring within the inter- 
sentence pause would be classified as post-boundary when responses are 
time-locked to event offset, but pre-boundary when time-locked to event 
onset. The event segmentation theory suggests that segmentation is 
triggered by a mismatch between incoming information and the current 
event model (Nguyen et al., 2024; Nolden et al., 2024; Reynolds et al., 
2007; Zacks et al., 2007, 2011). Separately aligning boundary re
sponses to these timepoints could provide an exploratory characteriza
tion of whether participants tended to identify event boundaries based 
on the anticipation of an impending narrative transition (anticipatory 

segmentation; responses aligned to event offsets) or the failure to inte
grate incoming information (reactive segmentation; responses aligned to 
event onsets). Although these analyses cannot directly distinguish pre
dictive from reactive mechanisms, they may provide insight into the 
temporal dynamics of boundary detection. If the peak boundary- 
identification time occurs around or before the onset of a new event, 
this could suggest that participants anticipate an upcoming transition 
rather than reacting to new information in the subsequent event.

In the first analysis, to determine whether responses preferentially 
tracked meaningful narrative transitions, we collapsed across noise 
conditions and compared participant responses time locked to norma
tive event boundaries versus event centres. This allowed us to assess 
whether segmentation responses were selectively elevated around true 
narrative transitions, as opposed to within-event timepoints, regardless 
of listening difficulty. This analysis also provides confirmation that LLMs 
can successfully identify normative boundaries for auditory narrative 
listening (for narrative reading see Panela et al., 2025). For normative 
event boundaries, we calculated the average proportion of identified 
boundaries in predefined pre- and post-boundary windows. In the event 
onset condition the pre-boundary window spanned − 3 to − 1 s, and the 
post-boundary window spanned 0 to 2 s. In the event offset condition, 
the pre- and post-boundary windows spanned − 2 to 0 s and 1 to 3 s, 
respectively. For event centres, we used the same two-second windows 
for each condition, but rather time locked to the sentence transition 
approximately at the temporal midpoint between successive event 
boundaries. The event centre condition matched the event boundary 
condition in window duration and relative timing, differing in only the 
temporal reference (within-event midpoint vs. narrative transition). 
Linear mixed effects models were fit to assess the proportion of identi
fied boundaries, separately for the event offset and onset conditions. 
Fixed effects included the temporal reference (i.e., event boundary, 
event centre), relative time window (i.e., pre-boundary, post-boundary), 
and their interaction. Random intercepts were included for participant 
and narrative.

Having established that participant responses were clustered around 
event boundaries, we conducted a second analysis to evaluate how 
background noise modulated the magnitude of segmentation patterns. 
Unlike the previous analysis, we solely used the event offset and 
extracted the average proportion of identified boundaries from the 
predefined pre- and post-boundary windows as our analyses suggest that 
participants may anticipate event endings rather than reacting to the 
beginning of a new event: − 2 to 0 s and 1 to 3 s, respectively. To account 
for baseline variability, we subtracted the average pre-boundary 
amplitude from the post-boundary amplitude for each participant and 
noise condition. By correcting for pre-boundary responses, this measure 
specifically isolates boundary-evoked segmentation responses and re
duces the influence of unrelated responses. The primary variable of in
terest was noise condition (i.e., clear, +2 dB SNR, − 4 dB SNR). A linear 
mixed effects model was used to predict the proportion of identified 
event boundaries as a function of noise condition with random in
tercepts included for participant and narrative.

Finally, in addition to the magnitude of the proportion of identified 
boundaries, we also examined response latency to assess whether 
background noise shifted the timing of boundary detection. To estimate 
segmentation latency, we calculated the centre of mass of each partici
pant's response distribution following each event boundary (Clayson 
et al., 2013; Dien et al., 2004). Latency was calculated using responses 
in the 0 to 6 s window following the offset of the event. We specifically 
computed the weighted average of timepoints, where each timepoint 
was weighted by the proportion of boundary responses it contained 
(Clayson et al., 2013; Dien et al., 2004). This approach provides a robust 
estimate of when boundary responses were concentrated, accounting for 
both timing and magnitude. Narratives for which participants did not 
indicate any boundaries within the post-boundary window were 
excluded from the latency analysis. This occurred in 6% of blocks across 
all participants but more frequently in the − 4 dB SNR condition (13%) 
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than clear (0%) and + 2 dB SNR (5%). A linear mixed effects model was 
used to assess whether response latency varied across noise conditions, 
with participant and narrative included as random intercepts.

2.4.3.5. Normative boundary salience index. As an additional explor
atory analysis, we examined whether the salience of normative event 
boundaries predicted participants' likelihood of detecting that boundary 
– and whether this relationship was modulated by listening difficulty. 
This measure quantified the extent to which some event boundaries 
were more likely to be identified than others, based on a normative 
reference. For each normative boundary identified by the LLM, bound
ary salience was operationalized as the proportion of LLM iterations (out 
of 20) that included a boundary at that location. For each participant 
and narrative, we then determined whether a button press occurred 
within 6 s of the end of the offset of the previous event, defining such 
cases as successful event boundary detection. We computed a logistic 
mixed effects regression model which was used to predict boundary 
identification based on the salience of the boundary (i.e., LLM agree
ment proportion), noise condition (i.e., clear, +2 dB SNR, − 4 dB SNR), 
and their interaction. Random intercepts were included for participant 
and narrative, with a by-participant random slope of normative 
boundary salience. This analysis allowed us to quantify how the salience 
of normative event boundaries and listening conditions jointly modu
lates the likelihood of listeners detecting event boundaries.

2.4.4. Analysis of recall data

2.4.4.1. Transcription and segmentation of recorded recall. Spoken recall 
data was used for the following analyses. Recall audio was initially 
transcribed through Otter.ai (Corrente & Bourgeault, 2022) and a 
manual transcriber verified and cleaned all transcripts. To directly relate 
event segmentation to recall, we employed a validated automated event 
recall scoring approach (see Panela et al., 2025). For each recall tran
script, normative boundaries were identified using the same automated 
event segmentation approach with OpenAI's GPT-4 model as described 
above for narrative text. These boundaries were used to break the recall 
transcript into segments, resulting in recall events that were used for 
recall scoring described below.

2.4.4.2. Semantic similarity matrix. The current approach utilized se
mantic embeddings, specifically Google's Universal Sentence Encoder 
(USE, Cer et al., 2018) to assess the similarity between narrative and 
recall events. The USE encodes text into high-dimensional vectors, 
where vectors for semantically similar texts show higher correlations 
than vectors for texts that are less semantically similar. The same LLM 
derived normative event boundaries for each narrative previously 
generated for the event segmentation analyses were utilized in the recall 
analyses.

For each participant and narrative, a semantic similarity (i.e., cor
relation) matrix was generated by calculating the Spearman correlations 
between the text-embedding for each narrative segment and the text- 
embedding for each recall segment (Herrmann, 2025a; Heusser et al., 
2021; Panela et al., 2025; Raccah et al., 2024; Shen et al., 2023). This 
resulted in a rectangular matrix, as the number of narrative and recall 
events often differed. To allow for consistent comparisons across par
ticipants and support downstream analyses, the matrix was transformed 
into a square format of size n × n, where n is the number of narrative 
events (Herrmann, 2025a; Panela et al., 2025) using the resize function 
from the Scikit-image package (Van Der Walt et al., 2014) in Python. This 
function rescales the matrix to the target dimensions using bilinear 
interpolation, which continuously redistributes similarity scores across 
the new matrix dimensions regardless of whether the recall contained 
fewer or more events than the narrative. The resulting square matrix (i. 
e., narrative × recall matrix) reflects the alignment between narrative 
and recall content across corresponding event segments. The semantic 

similarity matrix serves as the basis for various metrics described in 
more detail below.

2.4.4.3. Event recall scores. For each narrative event in the narrative ×
recall matrix (i.e., for each row), we identified the maximum correlation 
value, representing the best matching recall event and subsequently 
serving as the recall score for that narrative event (Herrmann, 2025a; 
Panela et al., 2025). This approach has recently been validated, showing 
correspondence with recall scoring conducted with humans (Panela 
et al., 2025). To determine whether the event recall scores exceeded 
chance level, we first computed a baseline condition by assessing recall 
transcripts against the two non-corresponding narratives. For each 
comparison, the recall matrix was reshaped to a square matrix relative to 
the number of events in the corresponding narrative. As described 
above, the maximum semantic similarity score per narrative event was 
extracted and averaged across the two non-corresponding narratives to 
obtain a chance-level estimate. We conducted a linear mixed effects 
analysis invariant of noise condition with score type (i.e., observed 
recall score, chance recall score) as the fixed effect. Random intercepts 
were included for participant and narrative, along with a by-participant 
slope for score type. A subsequent linear mixed effects model was fit to 
determine the effects of background noise on recall performance, using 
only the observed event recall scores as the dependent measure (i.e., 
chance level data were not included to avoid model complexity), 
modeling noise condition as the main predictor. Random intercepts were 
included for subject and narrative, and by-participant slope for noise 
condition.

2.4.4.4. Temporal order. Previous research suggests that individuals 
have the tendency to recall information in the order in which it was 
experienced (J. Chen et al., 2017; Herrmann, 2025a; Heusser et al., 
2021; Howard & Kahana, 2002; Zhang et al., 2023). The diagonal ele
ments from the semantic similarity matrix reflect the recall scores for the 
narrative events recalled in the correct temporal order. To determine 
whether participants' recall followed this forward trajectory, we 
extracted the diagonal elements along with their corresponding off- 
diagonal counterparts – specifically, the reverse-diagonal values repre
senting the same event pairs recalled in opposite order. A linear mixed 
effects model was fit to predict the similarity scores as a function of 
temporal direction (i.e., forward, reverse), noise condition, and their 
interaction, along with random intercepts for subject and narrative.

Subsequently, we quantified the temporal divergence of recall to 
assess the degree to which participants diverged from recalling the 
narrative in perfect temporal order (Herrmann, 2025a; Heusser et al., 
2021). We computed the root mean square error (RMSE) between the 
index of the event recall score (i.e., maximum correlation value for each 
narrative event – row in the narrative × recall matrix) and corre
sponding position along the diagonal of the similarity matrix, with 
higher values indicating greater out-of-order recall. Temporal diver
gence was analyzed as a function of noise condition using a linear mixed 
effects model, with random intercepts for participant and narrative.

2.4.4.5. Segmentation ability on recall. We estimated the unique 
contribution of segmentation ability on recall by conducting separate 
analyses with the agreement index and post-boundary amplitudes from 
the event offset analysis. Because segmentation covaried with noise 
condition, we first orthogonalized it by modeling segmentation as a 
function of noise condition through a linear mixed effects model 
including random intercepts for participant and narrative (García et al., 
2020; Geldhof et al., 2013; Perin et al., 2014). The resulting conditional 
residuals were extracted and used as segmentation regressors. Subse
quently, a linear mixed effects model was fit to predict event recall 
scores as a function of noise condition, the resulting segmentation re
siduals, and their interaction. Random intercepts were similarly 
included for participant and narrative.
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2.4.4.6. Event centrality. Recent research suggests that events that are 
more central or important to a narrative may be recalled more effec
tively (Lee & Chen, 2022). Given the role of narrative structure in sup
porting recall, we aimed to examine whether central events were more 
resilient to the effects of listening effort. To obtain an event centrality 
score for each narrative, a self-similarity matrix was calculated for each 
narrative using the event embedding vectors. Each value in the resulting 
narrative × narrative matrix represents the similarity between two 
events, providing a comprehensive view of the relationships among all 
events in the narrative. For each narrative event, we calculated its 
centrality score by averaging the correlation score across its corre
sponding row in the self-similarity matrix. The average correlation score 
was deemed the centrality score, reflecting the event's overall connect
edness and importance within the narrative. Higher centrality scores 
indicate events that are more semantically connected to other events, 
suggesting their pivotal role in the narrative's coherence and structure. A 
linear mixed effects model was fit to determine whether centrality scores 
can predict recall performance. Specifically, the model included cen
trality scores, noise condition (i.e., clear, +2 dB SNR, − 4 dB SNR), and 
their interaction as fixed effects. Random intercepts were included for 
participant and narrative, along with a random slope for noise condition 
to account for participant-specific slopes over centrality.

3. Results

3.1. Speech intelligibility

Intelligibility decreased as background noise increased, as expected 
(smallest t70 = 3.59, pT = 1.75 × 10− 3; main effect of noise condition: 
F2,70 = 238.05, p = 5.94 × 10− 32, ηp

2 = 0.86, 95% CI [0.82, 0.91]; 
Fig. 2A). Three participants were excluded from this and all subsequent 
analyses based on unexpectedly low intelligibility in the clear speech 
condition (proportion words correct <0.80). Clear speech should be 
highly intelligible for normal-hearing younger adults (Irsik et al., 2022a; 
Wilson et al., 2012), and we thus assume the three participants either 
had some undiagnosed hearing impairments or were unmotivated to 
perform the task.

3.2. Event segmentation

3.2.1. Number of event boundaries
A linear mixed effects model for the number of identified events 

indicated a significant effect of noise condition (F2,68.28 = 5.95, p = 4.14 
× 10− 3, ηp

2 = 0.15, 95% CI [0.02, 0.30]; Fig. 2C). The − 4 dB SNR con
dition resulted in the least number of events in comparison to both the 
+2 dB SNR and clear speech conditions (smallest t68.5 = 2.94, pT = 1.24 
× 10− 2), but there were no significant differences between the latter 
conditions (t68.3 = 0.06, pT = 0.998). This indicates that an increase in 
background noise reduces the average number of events identified per 
minute, but only in the hardest condition.

3.2.2. Segmentation agreement index
The agreement index measures how well a participant's event 

boundary responses aligned with the rest of the group. Fig. 2B illustrates 
this visually, showing the locations within the narrative where partici
pants are most likely to identify an event boundary for each noise con
ditions. This measure was greater for the +2 dB SNR and clear speech 
conditions in comparison to the − 4 dB SNR condition (smallest t68.5 =

4.93, pT = 1.61 × 10− 5; main effect of noise condition: F2,68.27 = 22.42, 
p = 3.28 × 10− 8, ηp

2 = 0.40, 95% CI [0.21, 0.54]; Fig. 2D). There were no 
differences in the agreement index between speech masked at a + 2 dB 
SNR and clear speech (t68.3 = 1.39, pT = 0.352). This suggests that 
participants are equivalently consistent in their response locations in 
easy and moderate listening conditions.

3.2.3. Time locked event boundary analyses

3.2.3.1. Temporal position of event boundary responses. We conducted a 
time locked analysis around normative event boundaries and event 
centres using a sliding window approach, calculating the proportion of 
boundary responses centred at both the event onset (i.e., reaction of the 
beginning of a new event) and offset (i.e., anticipation of a narrative 
transition). When time locked to event onset, participants showed a 
clear increase in the proportion of boundary responses in the post-onset 
window (0 to 2 s) relative to the pre-boundary window (− 3 to − 1 s; 
main effect of relative time window: F1,380.93 = 36.68, p = 3.34 × 10− 9, 
ηp

2 = 0.09, 95% CI [0.04, 0.15]; Fig. 3A). This effect was stronger for 
event boundaries than for event centres, as indicated by a main effect of 
temporal reference (F1,381.56 = 40.44, p = 5.80 × 10− 10, ηp

2 = 0.10, 95% 
CI [0.05, 0.16]) and a significant temporal reference × relative time 
window interaction (F1,380.93 = 29.95, p = 8.05 × 10− 8, ηp

2 = 0.07, 95% 
CI [0.03, 0.13]. Post hoc comparisons confirmed that response pro
portions significantly increased from pre- to post-boundary windows for 
event boundaries (t381 = 8.17, pT < 0.0001), but not for event centres 

Fig. 2. Speech Intelligibility & Segmentation Results. A. Averaged participant intelligibility scored as a proportion of correctly reported words. Participants 
whose clear speech intelligibility was below 0.8, were excluded from subsequent analyses. Error bars represent ±1 standard error of the mean (SEM) across par
ticipants (n = 36). B. Location of identified event boundaries in narrative one smoothed using a Gaussian filter with a bandwidth of five seconds. Each pane shows the 
proportion of participants that identified event boundaries at each second in the narrative. C. Number of identified event boundaries. Bars show the mean across 
participants per minute. D. Event segmentation agreement index. Error bars represent ±1 SEM across participants (n = 36).
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(t381 = 0.412, pT = 0.976).
A similar pattern was observed when data were time locked to event 

offsets. Participants showed a significant increase in the proportion of 
boundary responses in the post-boundary window (1 to 3 s) compared to 
the pre-boundary window (− 2 to 0 s; main effect of relative time win
dow: F1,380.97 = 39.74, p = 8.03 × 10− 10, ηp

2 = 0.09, 95% CI [0.05, 0.15]; 
Fig. 3B). This effect was again specific to event boundaries, as indicated 
by a main effect of temporal reference (F1,381.58 = 30.10, p = 7.51 ×
10− 8, ηp

2 = 0.07, 95% CI [0.03, 0.13]) and a significant temporal refer
ence × relative time window interaction (F1,380.97 = 34.28, p = 1.03 ×
10− 8, ηp

2 = 0.08, 95% CI [0.04, 0.14]). Post hoc comparisons showed that 

responses significantly increased from pre- to post-boundary windows 
for event boundaries (t381 = 8.62, pT < 0.0001), but not for event centres 
(t381 = 0.32, pT = 0.989).

These results show that participants are sensitive to the timing of 
meaningful narrative transitions identified by an LLM, confirming pre
vious work for written narratives (Panela et al., 2025). Moreover, the 
proportion of button presses for data time locked to event onsets peaked 
around one second after event onset, whereas the proportion for data 
time locked to event offsets peaked at two seconds (Fig. 3). Little in
formation is available within the one second region post-boundary that 
would enable a listener to determine a new event has started, suggesting 

Fig. 3. Time Locked Event Boundary Responses. A. Proportion of identified event boundaries using a 3-s sliding window time locked to event onset. Bar graphs 
show the average proportion of events identified in pre-boundary (− 3 to –1 s) and post-boundary (0 to 2 s) windows. B. Proportion of identified event boundaries 
using a 3-s sliding window time locked to event offset. Bar graphs show the average proportion of events identified in pre-boundary (− 2 to 0 s) and post-boundary (1 
to 3 s) windows. Shaded error ribbons and error bars represent ±1 SEM across participants (n = 36).

Fig. 4. Noise-Dependent Dynamics of Event Boundary Responses. A. Proportion of identified event boundaries time locked to event offset separated by noise 
condition. Shaded error ribbons represent ±1 SEM across participants. B. Average change in the proportion of events identified from pre-boundary (− 2 to 0 s) to 
post-boundary (1 to 3 s) windows. Error bars represent ±1 SEM across participants. C. Weighted average latency in the 0 to 6 s window following event offset. Each 
point reflects a participant's centre of mass for responses in the respective window, grouped by noise condition. Error bars represent ±1 SEM across participants. D. 
Predicted probability of boundary detection as a function of NBSI (i.e., proportion of GPT-4 iterations identifying a boundary) for each noise condition. Solid lines 
show the logistic mixed effects model predictions; shaded bands represent the 95% confidence intervals (n = 36).
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that listeners may rather be responding to the conclusion of the current 
event. In what follows, we thus focus our analyses on the proportion of 
responses time locked to event offset.

3.2.3.2. Effects of background noise on time locked responses. To evaluate 
how background noise affected the timing and magnitude of event 
boundary detection, we conducted an analysis that included baseline 
corrected event boundary responses in the post-boundary window. 
When time locked to event offset, results showed that the proportion of 
identified boundaries was significantly greater in the +2 dB SNR than 
the − 4 dB SNR condition (t67 = 2.72, pT = 2.26 × 10− 2; main effect of 
noise condition: F2,67.52 = 4.14, p = 2.02 × 10− 2, ηp

2 = 0.11, 95% CI 
[0.00, 0.25]; Fig. 4B), but comparable to the clear condition (t67.1 =

0.58, pT = 0.833). Baseline corrected proportions in the clear condition 
did not differ from the − 4 dB SNR condition after post hoc correction 
(t67.1 = 2.12, pT = 9.44 × 10− 2). Critically, identification of event 
boundaries was significant event at − 4 dB SNR, where participants 
missed or misheard more than 30% of words (Fig. 4A), as indicated by 
the significant difference between the pre- and post-boundary windows 
(t169 = 2.65, p = 8.73 × 10− 3, d = 0.62, 95% CI [0.07, 1.18]).

Because increased background noise may disrupt the ability for 
participants to identify normative event boundaries, we subsequently 
assessed whether segmentation responses occur later as background 
noise increases (visually suggested by the time courses in Fig. 4A). La
tency was computed as a weighted average time of boundary responses 
within a 0 to 6 s window after event offset. Results did not indicate a 

significant effect of background noise on responses latency (F2,59.24 =

2.41, p = 9.83 × 10− 2, ηp
2 = 0.08, 95% CI [0.00, 0.21], Fig. 4C). While 

the pattern suggests a trend toward delayed responses after event offset 
in the − 4 dB SNR condition, the evidence did not reach statistical 
significance.

3.2.4. Normative boundary salience index
To determine whether the salience of normative event boundaries is 

reflected in participants' responses, we computed a logistic mixed effect 
model with the probability of boundary identification as the outcome 
variable. The continuous predictor included the normative boundary 
salience index, defined as the proportion of LLM iterations that identi
fied a given normative boundary. The results revealed significant main 
effects of salience (χ2

1 = 13.53, p = 2.34 × 10− 4) and noise condition (χ2
2 

= 8.07, p = 1.77 × 10− 2); however, the interaction between the salience 
and noise conditions was not significant (χ2

2 = 3.81, p = .149). A follow- 
up analysis of the estimated trends indicated the normative boundary 
salience index positively predicted boundary identification in the +2 dB 
SNR (β = 2.13, z = 3.64, p = 2.72 × 10− 4), with weaker and non- 
significant slopes in the − 4 dB SNR (β = 0.57, z = 1.00, p = .319) and 
clear (β = 1.03, z = 1.84, p = 6.53 × 10− 2) conditions. Pairwise com
parisons of these slopes did not reveal significant differences (z = 1.90, 
pT = 0.139). The salience of event boundaries seems to drive event 
segmentation mainly under moderate noise (Fig. 4D).

Fig. 5. Recall Results. A. Narrative × recall matrices and chance level matrices (derived from non-corresponding narratives). For visualization of the average 
matrices across narratives, matrices were transformed to square matrices based on the median number of narrative events. B. Event recall scores calculated for both 
corresponding and non-corresponding narratives. C. Recall scores across noise conditions. Lines represent individual participant's average event recall scores within 
narrative. D. Temporal order recall. Average recall scores along the forward diagonal (dark; indicating correct temporal sequence) are compared to scores along the 
reverse diagonal (light; indicating reversed sequence). Higher scores along the forward diagonal reflect more accurate temporal recall. E. Temporal divergence. 
Higher values reflect greater disruption in recall order. Error bars represent ±1 SEM across participants (n = 36).
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3.3. Event recall

Fig. 5A presents the narrative × recall similarity matrices for each 
noise condition alongside chance level matrices derived from non- 
corresponding narratives. These similarity matrices form the basis for 
the recall metrics reported below, with higher similarity values 
reflecting better recall for a given event, and a pronounced diagonal 
structure reflecting accurate temporal organization of the narrative.

3.3.1. Event recall scores
We first examined participant event recall performance by 

comparing recall scores for the corresponding narrative to those for two 
non-corresponding narratives, invariant of noise conditions. As ex
pected, event recall scores were higher when participants were evalu
ated against the corresponding narrative compared to the two other non- 
corresponding narratives (F1,33 = 809.79, p = 8.48 × 10− 25, ηp

2 = 0.96, 
95% CI [0.93, 0.97]; Fig. 5B). A subsequent model was fit to determine 
whether background noise modulated the recall of the corresponding 
narrative. Recall performance in the +2 dB SNR condition was evidently 
greater than the − 4 dB SNR condition (t32.1 = 2.46, pT = 4.98 × 10− 2; 
main effect of noise condition: F2,29.17 = 3.43, p = 4.60 × 10− 2, ηp

2 =

0.19, 95% CI [0.00, 0.41]; Fig. 5C). There were no significant differences 
in recall performance among the +2 dB SNR and clear conditions (t31.8 
= 1.18, pT = 0.474), and the − 4 dB SNR and clear conditions (t32.1 =

1.08, pT = 0.531). These results indicate that severe background noise 
can ultimately hinder recall performance.

3.3.2. Temporal order
Linear mixed effects analyses revealed that event recall scores along 

the forward diagonal of the recall matrix were greater than the reverse 
order scores across all noise conditions (smallest t2883 = 9.00, pT = 3.83 
× 10− 19; main effect of temporality: F1,2882.8 = 277.75, p = 1.31 ×
10− 59, ηp

2 = 0.09, 95% CI [0.07, 0.11]; Fig. 5D). The interaction between 
noise condition and temporality was insignificant (F2,2882.8 = 0.17, p =
.840, ηp

2 = 3.40 × 10− 3, 95% CI [0.00, 0.01]), suggesting that narratives 
are meaningfully recalled in temporal order across noise conditions. A 
follow-up analysis using the temporal divergence metric similarly 
showed no significant effect of noise condition (F2,64.02 = 0.43, p = .649, 
ηp

2 = 0.01, 95% CI [0.00, 0.09]; Fig. 5E). Participants tended to recall 
events in the same temporal order as they occurred in the narrative, 
suggesting that the temporal organization of memory remains stable 
even under reduced speech clarity.

3.3.3. Segmentation performance on recall
To examine the unique contribution of segmentation beyond noise 

on recall performance, we residualized (García et al., 2020; Geldhof 
et al., 2013; Perin et al., 2014) segmentation scores on noise condition 
and subsequently modeled recall as a function of noise condition, seg
mentation residuals, and their interaction. When using the agreement 
index, results revealed a significant main effect of noise condition 
(F2,1433.2 = 5.22, p = 5.48 × 10− 3, ηp

2 = 7.24 × 10− 3, 95% CI [0.00, 
0.02]; Fig. 6A), segmentation (F1,1441.9 = 10.65, p = 1.13 × 10− 3, ηp

2 =

7.33 × 10− 3, 95% CI [0.00, 0.02], and their interaction (F2,1330.0 = 4.12, 
p = 1.65 × 10− 2, ηp

2 = 6.16 × 10− 3, 95% CI [0.00, 0.02]). A follow-up 
analysis of the estimated trends indicated that the agreement index 
positively predicted recall performance in the +2 dB SNR (β = 0.36, t3.51 
= 3.51, p = 4.58 × 10− 4), with weaker and non-significant slopes in the 
− 4 dB SNR (β = − 9.22 × 10− 3, t1378.71 = 0.11, p = .909) and clear 
conditions (β = 4.13 × 10− 2, t1384.47 = 0.57, p = .570). Pairwise com
parisons of these slopes revealed significant differences between the +2 
dB SNR and both the − 4 dB SNR (t1366.18 = 2.69, pT = 1.96 × 10− 2) and 
clear conditions (t1350.48 = 2.39, pT = 4.50 × 10− 2). No differences be
tween the − 4 dB SNR and clear conditions were observed (t1276.07 =

0.41, pT = 0.912).
When the same analysis was performed used the post-boundary 

amplitudes from the event-offset analysis, the main effect of noise con
dition remained (F2,1411.97 = 5.60, p = 3.78 × 10− 3, ηp

2 = 7.87 × 10− 3, 
95% CI [0.00, 0.02]; Fig. 6B); however, neither segmentation (F1,1414.15 
= 0.19, p = .667, ηp

2 = 1.31 × 10− 4, 95% CI [0.00, 0.00]) nor their 
interaction (F2,1263.46 = 0.19, p = .829, ηp

2 = 2.97 × 10− 4, 95% CI [0.00, 
0.00]) reached significance. In other words, while segmentation aligned 
with group-level boundary structure predicted recall beyond noise, the 
proportion of normative boundaries identified did not explain addition 
variance in recall performance.

3.3.4. Event centrality
In the final analysis, we examined whether the importance or cen

trality of an event may similarly explain memory performance. To 
explore this, we examined the relationship between recall and the cen
trality of each event, defined as the degree to which an event is 
semantically connected to other events within the narrative. A signifi
cant effect of centrality was evident (F1,1286.52 = 133.58, p = 1.82 ×
10− 19, ηp

2 = 0.09, 95% CI [0.07, 0.13]; Fig. 6C), indicating that more 
central events are more likely to be recalled with greater accuracy. 
Estimated slopes indicate that this effect was present in the − 4 dB SNR 

Fig. 6. Narrative Structure to Recall Relationship. A. Predicted event recall scores as a function of residualized agreement index. Solid lines show the model 
predictions; shaded bands represent the 95% confidence intervals. B. Predicted event recall scores as a function of the baseline corrected proportion of events 
identified in the post-boundary (1 to 3 s) windows. Solid lines show the model predictions; shaded bands represent the 95% confidence intervals. C. Event centrality 
predictions for recall scores. Coloured lines represent model predicted trends, with the shaded region indicating the 95% confidence intervals (n = 36).
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(t1121.74 = 7.68, pT = 3.45 × 10− 14), +2 dB SNR (t1102.11 = 5.87, pT =

5.85 × 10− 9), and clear conditions (t1060.35 = 7.93, pT = 5.61 × 10− 15). 
The interaction between centrality and noise condition was not signifi
cant (F2,648.85 = 1.61, p = .200, ηp

2 = 4.94 × 10− 3, 95% CI [0.00, 0.02]). 
Specifically, the centrality effect presented similarity across all noise 
conditions (largest β = 0.15, t614 = 1.59, pT = 0.250). Collectively, these 
findings indicate that event centrality can supports the encoding of 
events even in difficult listening environments.

4. Discussion

The current study investigated the impact of background noise on the 
perceptual organization and encoding of spoken narrative events. 
Beyond demonstrating that adverse listening conditions impair 
comprehension and downstream memory, our data shows that partici
pants continue to segment narratives into meaningful events despite a ~ 
30% reduction in intelligibility in high levels of background noise (− 4 
dB SNR). At the same time, normative event boundaries emerged as 
particularly salient under moderate masking, suggesting that listeners 
may rely more heavily on narrative structures under moderately chal
lenging conditions. The accuracy with which listeners recalled a narra
tive decreased for more difficult listening conditions, as expected; 
however, our data also suggests that listeners that show better seg
mentation agreement also recall narrative events more accurately, spe
cifically under moderate background noise. These findings contribute to 
the growing body of literature emphasizing the relationship between 
event segmentation in supporting encoding and provides novel insights 
into how auditory experiences shape comprehension.

4.1. Cognitive mechanisms supporting segmentation of continuous speech

Consistent with previous literature and with predictions from the 
event segmentation theory (Zacks et al., 2007) and prior behavioural 
work (Baldassano et al., 2017; Kurby & Zacks, 2011; Speer & Zacks, 
2005), we found that listeners reliably identified event boundaries in a 
manner that reflected the innate narrative structure even under natu
ralistic listening conditions. The ability to identify events in continuous 
speech highlights that segmentation is guided by conceptual under
standing and is supported by situation models that integrate semantic, 
contextual, and potentially prosodic information. This replicates a 
robust literature demonstrating that event boundaries correspond to 
moments of significant change in situational context resulting in model 
updating (Magliano et al., 2001; Rinck & Bower, 2000; Zacks et al., 
2009; Zwaan, 1996; Zwaan & Radvansky, 1998), suggesting that lis
teners continuously track ongoing structure even when perceptual de
tails vary.

The current work went beyond traditional event segmentation met
rics (Sasmita & Swallow, 2022) to better understand how individuals 
perceive normative event boundaries. Standard metrics, such as the 
agreement index (Kurby & Zacks, 2011;Sasmita & Swallow, 2022; Zacks 
et al., 2006) assess segmentation performance as interparticipant 
agreement (Sasmita & Swallow, 2022; Zacks et al., 2006). Such ap
proaches limit the ability to assess individual differences, as they rely on 
group-based comparisons rather than external benchmarks. To address 
these limitations, we introduced a novel time locked event boundary 
analysis, which evaluates participant responses with event boundaries 
identified independently by a large language model (LLM; Michelmann 
et al., 2025; Panela et al., 2025). This enabled us to not only determine 
whether a participant identified an event boundary, but precisely when 
they did so. The analyses revealed that participants' segmentation pat
terns were temporally aligned with the LLM-identified normative event 
boundaries rather than event centres, providing additional validation in 
the utility of LLMs in identifying event boundaries (Fig. 3).

Our time locked analysis may also enable us to evaluate the key 
assumption of the EST, which dictates the foundations in prediction 
error. Specifically, the model emphasizes that when the predictions no 

longer align with the current experience, individuals perceive an event 
boundary and update their event model (Nolden et al., 2024; Reynolds 
et al., 2007; Zacks et al., 2007, 2011). Our time locked analysis 
enabled us to differentiate between reactive segmentation, in which 
boundaries are identified only after perceived input conflicts with ex
pectations, and anticipatory segmentation, in which listeners pre- 
emptively commit to an event boundary before sufficient new contex
tual information is available to generate a prediction error. The pro
portion of identified boundaries peaked within one second of event 
offset, which includes decision and response time (Fig. 3). This likely 
does not provide enough time nor information for a context driven 
prediction error, suggesting that listeners may often anticipate an 
impeding transition prior to new narrative content sufficiently unfold
ing. This temporal alignment may support an anticipatory strategy of 
segmentation. Recent computational accounts have proposed that event 
boundaries perception may also arise from fluctuations in prediction 
uncertainty – moments when confidence in ongoing predictions de
creases – rather than prediction error alone (Franklin et al., 2020; 
Nguyen et al., 2024; Smith et al., 2025). From this perspective, the 
anticipatory responses observed here may reflect increases in uncer
tainty as listeners detect cues indicating a potential emergence of novel 
narrative information, prompting them to prepare for an update before a 
contextual violation occurs. This framework unites reactive and proac
tive views of event segmentation (Franklin et al., 2020; Nguyen et al., 
2024; Reynolds et al., 2007; Zacks et al., 2007, 2011), emphasizing 
that narrative and speech comprehension may involve not only 
responding to prediction errors but also continuously monitoring un
certainty as information continuously unfolds. This anticipatory pattern 
may also reflect the broader complexity of speech comprehension. 
Speech materials provide not only semantic and contextual information, 
but also prosodic and acoustic cues (Bradlow & Alexander, 2007; Brown 
et al., 2015; McGettigan et al., 2012; Nygaard et al., 2009). As spatial 
changes (i.e., fade to black in film) often trigger an event boundary in 
the visual domain (Boltz, 1992; Kurby & Zacks, 2008; Newtson & 
Engquist, 1976; Schwan et al., 2000; Zacks et al., 2009), these audi
tory features may also coincide with meaningful transitions in speech. It 
is worth investigating in future research, the specific contributions that 
acoustic cues may provide to event cognition.

4.2. Event segmentation under challenging listening conditions

Critically, the current study examined how event segmentation 
during listening is affected by the background noise – a proxy for 
listening effort. We used background noise levels that reduced speech 
intelligibility by approximately 10% (+2 dB SNR) and 30% (− 4 dB SNR) 
relative to speech-in-quiet. This reduction is speech intelligibility is 
consistent with previous work (Irsik et al., 2022a, 2022b; Kalikow et al., 
1977; Moore & Glasberg, 1993).

When narratives were presented under challenging acoustics (i.e., 
− 4 dB SNR), participants identified fewer event boundaries and showed 
reduced agreement in boundary placement (Fig. 2). When assessing 
participant responses time locked to normative event boundaries, it was 
also evident that segmentation responses in the − 4 dB SNR were 
attenuated and occurred slightly later in time relative to the clear and +
2 dB SNR conditions (Fig. 4C). Although the latency differences did not 
reach significance, the numerical trend aligns with the assumptions that 
greater processing demands may delay downstream cognitive processes 
(Fitousi & Wenger, 2011; Lavie et al., 2004; Zekveld et al., 2011). 
Critically, even when participants missed or misheard approximately 
30% of words, they were able to identify event boundaries above 
baseline levels (Fig. 4B), suggesting they were able to follow the 
narrative thread despite adverse listening conditions.

Segmentation around normative boundaries appeared somewhat 
more pronounced in the +2 dB SNR condition, suggesting that moderate 
background noise did not disrupt segmentation, but may rather 
emphasize highly salient narrative transition to guide event 
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organization, reflecting increased engagement or a more strategic allo
cation of attentional resources. This aligns with previous research 
showing that moderate background noise does not necessarily reduce 
narrative absorption (Herrmann & Johnsrude, 2020b) nor engagement 
while listening (Irsik et al., 2022b).

Together, these results suggest that perceptual segmentation be
comes less reliable when speech is masked by background babble at high 
levels, reflecting increased listening effort under conditions of greater 
acoustic degradation. Although both levels of background noise involve 
energetic masking, the − 4 dB SNR condition produces substantially 
greater reductions in speech intelligibility (Mattys et al., 2012). This 
increases the demand on attentional and cognitive resources required to 
maintain a coherent representation of the narrative. Nonetheless, par
ticipants retained moderate intelligibility (~30% reduction from clear 
speech) and continued to identify meaningful event boundaries even 
under this condition, highlighting the robustness of higher-level narra
tive processing regardless of substantial bottom-up degradation. It is 
also worth considering that the experimental task required participants 
to continuously comprehend the narrative while concurrently indicating 
perceived event boundaries, which is an inherent dual-task feature of 
behavioural segmentation paradigms (Kurby & Zacks, 2011; Sargent 
et al., 2013; Sasmita & Swallow, 2022; Zacks et al., 2001, 2006) and 
may contribute to overall cognitive demands under more challenging 
listening conditions; however, this task structure was constant across all 
conditions, suggesting that observed differences are driven primarily by 
changes in listening demands rather than task requirements. Consistent 
with this, prior research has shown that listening effort impairs working 
memory (Mattys et al., 2012; Rönnberg et al., 2013) and the mainte
nance of high-level cognitive representations such as event models 
(Zwaan & Radvansky, 1998). In contrast, there were no evident differ
ences in segmentation performance and timing between the clear and +
2 dB SNR conditions, indicating that event organization remains stable 
even when intelligibility is moderately reduced.

4.3. Event recall and preservation of narrative structure following 
encoding in noise

Listeners demonstrated reliable memory for narrative content across 
all listening conditions. Recall performance exceeded chance levels and 
participants reliably recalled events in the order they were presented. 
This preservation of temporal order was stable across noise conditions, 
suggesting that the structural organization of narrative events at 
encoding are maintained even when the intelligibility of speech is 
compromised. This aligns with prior work showing that individuals have 
the tendency to recall events in a forward, chronological direction 
(Baldassano et al., 2017; J. Chen et al., 2017; Dougherty et al., 2023; 
Healey, 2018; Heusser et al., 2021; Wen & Egner, 2022). The fact that 
participants could recall narratives above chance despite losing 
approximately 30% of words in the most adverse listening conditions 
underscores the robustness of gist-based encoding over verbatim recall 
(Hasher & Clifton, 1974; Mehler, 1963; Mehler & Miller, 1964; Sachs, 
1967). The ability to reconstruct meaningful narratives even from 
incomplete input highlights recall as an indicator of successful 
communication and comprehension in real-world listening.

Despite the robust temporal structure, we observed that the quality 
of event recall varied with background noise. Recall accuracy for 
narrative events was greater in the +2 dB SNR than in the − 4 dB SNR 
condition, aligning with the intuition that increased background noise 
can impair encoding of spoken materials. The additional cognitive 
resource required to comprehend masked speech comes at a cost of 
processing resources that would otherwise be available for encoding 
(McCoy et al., 2005; Peelle, 2018). Numerically, recall performance was 
greatest for the moderate noise condition (+2 dB SNR), and recall of 
clear speech did not differ between either speech-in-noise condition 
(Fig. 5C). This aligns with the literature on desirable difficulty, where 
moderate levels of challenge can enhance processing and retention 

(Bjork & Bjork, 2011; Vogel & Schwabe, 2016). Segmentation ability (i. 
e., agreement index) predicted recall performance specifically at the +2 
dB SNR, not in the clear nor − 4 dB SNR condition (Fig. 6A). These 
findings extend earlier evidence that segmentation ability predicts 
memory (Nolden et al., 2024; Sargent et al., 2013; Smith et al., 2024) by 
showing that the relationship is more apparent under conditions that 
engage sustained attention. The current results indicate that rather than 
degrading comprehension linearly, moderate challenges may promote 
attention and engagement (Herrmann & Johnsrude, 2020b), potentially 
contributing to deeper encoding of the narrative. When considered 
alongside the preserved temporal order, these finding indicate that even 
when fewer event details are encoded under noise, listeners retain a 
coherent narrative structure. Such resilience likely reflects the influence 
of narrative schemas – internal models of how narratives typically un
fold – which guide memory reconstruction and help preserve the 
sequencing of events encoded during listening (Abelson, 1981; van Dijk 
& Kintsch, 1983; Lee & Chen, 2022; Zwaan & Radvansky, 1998).

Our findings also reveal a consistent relationship between event 
structure and memory through recently developed centrality metrics 
(Lee & Chen, 2022). Events that were more central to the narrative, were 
more likely to be recalled, regardless of listening condition (Fig. 6C). 
This aligns with previous work suggesting that centrality serves as an 
anchor which helps to enhance the accessibility of important moments 
during retrieval (Lee & Chen, 2022; Trabasso & Sperry, 1985; Trabasso 
& Van Den Broek, 1985). Listeners may engage in selective encoding 
(Uncapher & Rugg, 2009; Wright et al., 1977), where semantically 
important content is more deeply processed (Craik & Lockhart, 1972; 
Craik & Tulving, 1975). Recent work suggests that centrality may cap
ture more than surface-level features but rather reflects deeper situa
tional models (Zwaan et al., 1995; Zwaan & Radvansky, 1998) that no 
only support the encoding of individual events, but also represent the 
causal and semantic relationships that link those events across time (Lee 
& Chen, 2022). These central structures may ultimately serve as scaf
folds for organizing memory, enabling listeners to retain meaningful 
temporal information even under adverse listening conditions.

5. Conclusion

The current experiment evaluated the relationship between the 
perceptual organization of speech and its downstream consequences for 
memory encoding. Using naturalistic spoken narratives, we found that 
listeners segment and recall events in a structured manner. Our results 
indicate that segmentation was primarily anticipatory, with listeners 
identifying event boundaries relative to the end of an event rather than 
at the beginning of a new event, which potentially challenges the pre
diction error framework of the event segmentation theory. Critically, 
event segmentation and recall were moderated by listening difficulty. 
Segmentation was less consistent, and memory performance declined for 
highly masked speech, whereas temporal order memory remained 
intact, suggesting that that overall narrative structure was preserved. 
We observed some indications that moderate background noise en
hances event processing and recall, potentially through attentional 
engagement. The current results provide novel insights into the rela
tionship between background noise and event processing, highlighting 
potential mechanisms through which listening effort may contribute to 
perceptual and memory failures in everyday communication.
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